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Abstract. Stream processing systems (SPSs) process large volumes of
data in real time by distributing computation across multiple machines.
Many established SPS deployments focus on centralized cloud environ-
ments. However, as more data are generated outside of the cloud, for-
warding all the raw data can increase the network load and limit the
responsiveness of applications. Modern SPSs address this limitation by
distributing the computation across sensor, edge, and cloud resources,
forming the sensor-edge-cloud (SEC) continuum. Although the perfor-
mance of SPSs has been studied extensively in cloud-only settings, bench-
marks provide limited support for evaluating SPSs under the hardware
heterogeneity and network diversity of SEC deployments. To address this
gap, we propose SECBench, a benchmarking framework for evaluating
SPSs in the SEC continuum. SECBench generates workloads, executes
benchmark runs, and measures SPS performance while deploying sys-
tems in configurable SEC environments that model hardware and net-
work properties. We demonstrate the applicability of SECBench using
two real-world use cases with different workload and deployment charac-
teristics. SECBench provides a foundation for studying how SEC config-
urations affect SPS performance and for comparing cloud-only and SEC
processing models in reproducible benchmark environments.

Keywords: Stream processing - Data management - Benchmarking -
Sensor-edge-cloud continuum

1 Introduction

The number of connected Internet of Things (IoT) devices worldwide is pro-
jected to grow from 21 billion in 2025 to 39 billion by 2030 [50]. These devices
continuously produce large volumes of real-time sensor data. Many IoT appli-
cations require response times on the order of milliseconds [6,43]. Despite that,
established solutions rely predominantly on centralized cloud processing, where
message brokers collect data coming from distributed sources and forward them
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to cloud servers [20]. As data volumes grow, this design can stress the network
bandwidth, increase the load on centralized cloud resources, and make it difficult
to meet the latency requirements of IoT applications [31,48].

At the same time, end devices such as sensors, wearables, or smart appli-
ances have enhanced their computing capabilities in recent years [48]. These
advancements have enabled the utilization of their resources by pushing com-
putation closer to data sources [27,45,62]. As a result, processing can be dis-
tributed across multiple layers of the deployment, from sensors to cloud servers,
forming the sensor-edge-cloud continuum (SEC) [20]. This emerging computing
paradigm has been adopted in many domains, ranging from agriculture to smart
manufacturing [20,31]. Offloading computation closer to data sources can reduce
network traffic, diminish the load on central servers, and improve data privacy
by limiting the amount of raw data that leaves the edge [56].

The need to process continuously generated data with low latency makes
stream processing essential for many IoT applications [29]. Stream processing
systems (SPSs) process unbounded data streams efficiently [16]. However, their
performance depends on many factors such as the workload, deployment environ-
ment, and resource constraints. Therefore, it is important to choose an SPS ac-
cording to the application requirements, but also to understand the performance
characteristics and limitations of the chosen SPS [61]. Benchmarks provide the
foundation for such assessments by defining evaluation metrics and workloads
that reflect real-world scenarios and stress the limits of SPSs [59]. Several bench-
marks evaluate the performance of SPSs in various settings [8,13,16,26,30,54,59].
Although these benchmarks provide valuable insights, their setups focus on
cloud-only environments and do not capture edge processing within the SEC [59].
To evaluate the end-to-end behavior of an SPS running in the SEC continuum,
a benchmark should consider the properties of the underlying infrastructure on
which processing takes place.

In particular, SEC deployments combine two characteristics that are not yet
jointly considered as first-class, configurable properties in SPS benchmarks. The
first characteristic is the network structure, as the SEC continuum organizes
devices in a layered hierarchy, from sensor devices to cloud servers [34,57]. A
benchmark for this setting must model the network properties, such as topology,
bandwidth, and latency. The second characteristic is the hardware heterogene-
ity, where sensor devices, edge infrastructures, and cloud servers differ in their
computational capabilities [56]. As a result, performance of an SPS running in
the SEC continuum depends not only on the workload or the stream process-
ing engine, but also on the underlying infrastructure [12,14]. Network topology,
link latency and bandwidth, hardware capacity, and operator placement can all
influence the performance [14,30]. A benchmark must account for these factors
to evaluate how an SPS behaves across these heterogeneous deployments. These
challenges motivate a benchmarking framework that models the characteristics
of the continuum and supports benchmark deployments for the SEC continuum.

In this paper, we present SECBench, a benchmarking framework for SPSs in
the SEC continuum. SECBench extends the environment of the system under
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test (SUT) beyond cloud-only settings, and models edge and sensor resources
as part of the benchmarking environment [30]. It also adapts established eval-
uation metrics to end-to-end SEC deployments, where data are generated at
distributed sources and processed across sensor, edge, and cloud nodes. Based
on these extensions, SECBench supports complete benchmark runs in SEC de-
ployments by combining configurable environments, workload generation, and
performance measurement. We demonstrate the applicability of SECBench with
two real-world use cases with representative workload and deployment charac-
teristics. Our experimental results show that SECBench can deploy realistic SEC
environments and capture SPS behavior and performance characteristics in di-
verse deployment settings, which highlight the need to evaluate SPSs across the
SEC.

In summary, we make the following contributions:

— We introduce SECBench, a benchmarking framework for evaluating SPSs in
the SEC continuum, which orchestrates workload generation, SUT execution,
and performance measurement in configurable SEC environments.

— We identify network topology and hardware heterogeneity as key environ-
ment characteristics of the SEC continuum, and model them in SECBench.

— We extend the definition of SUT and evaluation metrics to support end-to-
end evaluation of SPSs across sensor, edge, and cloud nodes.

— We demonstrate the applicability of SECBench through two real-world use
cases with different workload and deployment characteristics.

— We assess the fidelity of SECBench by comparing its results with bare-metal
executions, and show that it captures performance behavior and environ-
mental characteristics with small overhead.

The remainder of this paper is organized as follows. Sec. 2 provides the moti-
vation, and Sec. 3 introduces SECBench, its underlying methodology, and its
main components. Sec. 4 defines the evaluation metrics, presents two use cases
with corresponding experiments, and presents a validation experiment. Sec. 5
discusses the related work, and Sec. 6 concludes the paper.

2 Motivation

Stream processing systems (SPSs) continuously ingest and process unbounded
data streams to produce low-latency results [5,51]. Modern SPSs scale by par-
titioning input events, execute operators in parallel, and exchange intermediate
results across distributed workers [9,60]. However, this scalability addresses only
a part of the challenge. Contemporary applications gather data from large num-
bers of distributed data sources, such as IoT sensors, cameras, and mobile de-
vices [48]. When these data sources send continuous, high-volume data streams
to cloud servers, bottlenecks can shift from the SPS to the network infrastructure
or message brokers that ingest and deliver the data [46,48)].

The sensor-edge-cloud (SEC) continuum combines resources from sensors,
edge devices, and cloud servers into a unified and distributed deployment [2,20].



4 T. Tekdogan et al.

Instead of forwarding all raw data to the cloud, applications can process data
closer to their sources and forward only intermediate or final results upstream.
This processing model can reduce network traffic, diminish the load on cloud
servers, and improve responsiveness in latency-sensitive applications [12,46].

The SEC continuum introduces two characteristics that distinguish it from
cloud-only deployments. The first characteristic is its network topology, as the
continuum consists of geographically distributed devices connected by heteroge-
neous links [20]. They often form centrally hierarchical topologies, where sensor
devices connect to nearby edge infrastructures, while edge infrastructures con-
nect to a central server [2]. These connections differ in latency, bandwidth, and
reliability because they rely on different network technologies and cover different
distances [7]. The second characteristic is hardware heterogeneity, as devices in
the SEC continuum have different compute, memory, and storage capacities [20].
These capacities can vary substantially, ranging from constrained sensor devices
to cloud servers. These characteristics influence the behavior and the perfor-
mance of SPSs, together with the workload and the design of the underlying
SPS [12,14].

These properties change what a benchmarking framework must support. In
the SEC continuum, such a framework must account for the distributed environ-
ment in which processing takes place. Data may originate from geographically
distributed data sources, traverse heterogeneous network links, and be processed
on nodes with different capacities. A benchmarking framework for SPSs in this
setting must therefore enable users to configure not only the workload, but also
the network topology and the hardware heterogeneity that characterize the SEC
deployments [7,20]. Existing SPS benchmarks provide valuable workloads and
evaluation metrics, but they do not fully capture the environment character-
istics of the SEC continuum. PDSPBench [1] is the closest to our work as it
considers heterogeneous execution environments, but it does not target end-to-
end SEC deployments where geographically distributed sources, heterogeneous
network links and hardware capacities together affect the performance of SPSs.
We discuss existing SPS benchmarks in more detail in Sec. 5. These limitations
motivate a new benchmarking framework that can construct SEC environments,
generate workloads to deployed SUTs, and measure performance of them under
configurable deployment conditions.

3 SECBench Framework

SECBench is an end-to-end benchmarking framework for SPSs in the SEC con-
tinuum. It extends cloud-centric benchmarks by modeling the characteristics of
the continuum that affect performance. SECBench uses these characteristics to
emulate? SEC deployments with configurable network and hardware properties.
It then integrates this constructed environment into an end-to-end benchmark-
ing flow that generates workloads, deploys the SUT, and measures performance.

4 We use Containernet [40] to emulate distributed environments, which we discuss in
Sec. 3.3.
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In the remainder of this section, we introduce the environment characteristics
that we use to represent the SEC continuum (Sec. 3.1), present SECBench’s
benchmarking flow and its components (Sec. 3.2), describe how we construct
the environment (Sec. 3.3), and describe how to run an existing SPS as the SUT
within SECBench (Sec. 3.4).

3.1 SEC Environment Characteristics

As we discussed in Sec. 2, the performance of the SPSs in the SEC continuum not
only depends on the workload and the system design, but also on the environment
in which the system is running. This subsection describes the characteristics of
the deployment environment that SECBench makes configurable in the bench-
mark setup, i.e., hardware heterogeneity and network topology. SECBench models
these characteristics, and enables users to instantiate diverse continuum set-
tings in a controlled and reproducible manner. In the following, we describe how
SECBench represents each environment characteristic.

Hardware Heterogeneity. SECBench models the hardware heterogeneity to
capture the device heterogeneity of SEC deployments. It parametrizes each
node with a configurable resource profile. During the deployment of experi-
ments, SECBench assigns CPU, main memory, and storage limits to Docker
hosts, and enforces these limits so that each host operates within the specified
resource constraints. Users configure these constraints in the hardware section
of its configuration file. Listing 1.1 shows an example configuration for hardware
heterogeneity with two nodes with different resource profiles. For example, node1
has 64 CPU cores, 512 GB of main memory, and 2 TB of storage, representing a
cloud instance such as an AWS EC2 instance [55]. In contrast, node2 has 4 CPU
cores, 8 GB of main memory, and 16 GB of storage, representing a lightweight
edge device such as a Raspberry Pi [44]. The configuration assigns each node
an identifier, and specifies its resource parameters with cpu, memory, and stor-
age, which denote the number of allocated CPU cores, the amount of assigned
main memory, and allocated amount of storage, respectively. While deploying
the setup, SECBench constructs the corresponding environment by using this
configuration, which we depict in Fig. 1.

Network Topology. SECBench models the network topology, which defines a
connectivity graph between nodes together with the properties of these con-
nections. It instantiates this characteristic through the network section in its
configuration file. Listing 1.1 shows an example configuration of entries to define
the network topology parameters. In this example, the topology is specified in
custom mode, and the link between nodel and node2 is provided along with its
latency and bandwidth properties. Users can also select a predefined topology
template, such as line, tree, or ring, which we present the complete set in
the open source repository [53]. SECBench constructs the environment shown
in Fig. 1 based on the hardware and network configurations specified in Listing
1.1.
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Listing 1.1: Hardware and network
configurations in SECBench

hardware:

- id: nodel
cpu: 64
memory :
storage:

- id: node2
cpu: 4
memory :
storage:

network:
topology: custom

- link: nodel:node2
latency: 15
bandwidth:

/ no of

512g
2048g

cores

8g
16g

ms

200 Mbps

nodel
cpu: 64
mem: 512g
storage: 2048g

Fig. 1:

Listing 1.1.

3.2 Benchmarking Workflow and Components

Constructed

200Mbps

environment
SECBench using the configurations from

node2
cpu: 4
mem: 8g
storage: 16g

by

SECBench has a modular architecture in which each framework component has
a well-defined role in the execution of a benchmark run, and users can configure
these components independently. Fig. 2 illustrates the SECBench’s benchmark-
ing flow, with data generation (i.e., Benchmark Driver) on the left, the Sys-
tem Under Test (SUT) in the middle, and Performance Tracking on the right.
SECBench configures the hardware O and network @) characteristics to construct
the benchmarking setup and emulate the hardware and network characteristics
of the SEC continuum. As part of the benchmarking setup, it deploys the SUT as
containerized hosts in the emulated environment. On the left-hand side of Fig. 2
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Fig. 2: Benchmarking flow of SECBench

®), instances of the data generator publish data into the SUT sources in parallel
by following a data generation configuration. As shown at @, we decouple the
benchmark driver from the SUT by deploying them in separate instances. This
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ensures that they use different resources, and therefore, the SUT’s performance
is not affected by the benchmark driver’s operations.

After the data arrives at the SUT’s sources, the SUT begins processing it
internally. In this context, modern SPSs typically follow two distinct computing
paradigms for data processing. First, the cloud-native processing model relies on
a message broker at the edge node (a) to forward upstream data to the cloud
without applying processing. At the cloud node (6a), the broker receives the in-
coming data and delivers it to the SPS for processing. Fig. 2 highlights this model
with an orange dashed outline ( ). In contrast, the SEC processing model
deploys its processing engine on the edge node to push down computation
closer to data sources. As a result, no additional message broker is required, and
processing can be performed on the edge (b) in addition to cloud node @b). Fig. 2
highlights this model with a green dotted outline ( ). In both cases, the SUT
writes its output to a sink @, where SECBench’s Latency Tracker derives the
end-to-end latency of the events. Throughout the experiments, SECBench’s Re-
source Monitor continuously tracks resource utilization on all deployed nodes ®.
Together, these steps define a benchmark run of the SECBench: the framework
constructs the configured environment, deploys the SUT and benchmark com-
ponents, generates the workload, and collects the metrics. In the following, we
describe the components of SECBench, and show how they interact with the
SUT.

Data Generator. SECBench incorporates a configurable data generator that
transforms input datasets into streaming workloads. Users can configure the
temporal properties of the generated data streams, such as the input rate, period,
and duration, as well as the workload characteristics, such as the selected dataset
and the data generation pattern. The data generator can also publish data to
multiple SUT sources in parallel by using the configured host and port endpoints.
This allows SECBench to model both centralized ingestion and distributed data
generation from multiple sources.

The data generator supports both statistically driven and trace-driven data
generation patterns by overriding the existing timestamps of the input dataset.
The statistically driven patterns, such as uniform, Poisson, and Zipfian, cover
fundamental workload behaviors in a predictable and reproducible way. The
trace-driven patterns use real sensor traces, including GSM, humidity, and baro-
metric pressure measurements, which cover a range of varying temporal charac-
teristics observed in real-world sensor streams [15]. We selected these patterns
to cover a representative range of data characteristics relevant to stream pro-
cessing benchmarks, while keeping the pattern space manageable. We provide
the full configuration schema and parameters for patterns in the open-source
repository [53].

SECBench loads input data into in-memory buffers before the experiments
to avoid the disk access as a bottleneck [33]. It assigns instantaneous event-time
timestamps while publishing the events. However, when the same input data is
replayed multiple times, the original timestamps can no longer be reused. There-
fore, SECBench uses a dedicated writer thread to overwrite the timestamp field
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of each event with wall-clock time. Furthermore, to enable parallel data genera-
tion to multiple SUT sources without performance degradation, SECBench uses
non-blocking sockets, in which each connection handles data publication in a
separate OS thread. These threads share a pool of read-only buffers, that avoid
redundant data copies and eliminate contention. SECBench continuously moni-
tors the achieved generation rate during each run, and flags experiments when
the generator fails to produce the configured data rate.

Latency Tracker. SECBench employs a Latency Tracker to obtain end-to-end
latency measurements without instrumenting the SUT. The tracker observes the
SUT output at the sink, and assigns a sink-arrival timestamp to each incoming
event. Then it derives each event’s event-time latency using the difference be-
tween the sink-arrival timestamp and the event timestamp (issued by the Data
Generator). For workloads with high output rates, the tracker can sample out-
put events at a configurable rate to reduce the measurement overhead, while
preserving the same timestamping procedure for sampled events. For the latency
measurement, the SUT must preserve the event timestamp issued by the Data
Generator, or provide an equivalent event-time reference for outputs produced
by stateful operators. Sec. 4.1 defines the latency metric in the SEC setting, and
describes how SECBench handles filtering and stateful operators.

Resource Monitor. Analyzing the performance of an SPS across the SEC con-
tinuum requires monitoring resource utilization on heterogeneous devices with
varying computing capabilities. Since SECBench deploys nodes as containerized
hosts, it is possible to track the resource usage of individual hosts via Docker
APT stats. SECBench provides a Resource Monitor that continuously observes
the CPU, main memory, and storage usage of individual nodes by periodically
sampling the corresponding metrics. This enables the identification of resource
bottlenecks across the continuum, and supports a more fine-grained analysis.

Monitoring network utilization between nodes is important for identifying
network bottlenecks and interpreting end-to-end performance results. Resource
Monitor observes the bandwidth utilization of each inter-node link throughout
the experiments, and makes the measurements available either as log files or via
an interface for real-time analysis. We present the resource utilization metrics in
detail in Sec. 4.

3.3 Environment Construction

Supporting distributed deployments in benchmarking remains an active area of
research [42,59]. SECBench contributes to this area by providing reproducible,
container-based emulation of SEC deployments. It constructs SEC deployments
using Containernet, which runs Docker containers as hosts within emulated net-
work topologies [40]. During deployment, SECBench translates the configured
hardware and network characteristics into connected containerized hosts with
resource limits. Since this emulation runs applications on the Linux kernel and
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network stack, systems in such deployments exhibit performance comparable to
production environments, as long as the host computer has sufficient resources.

3.4 SUT Configuration

SECBench treats an SPS as SUT if it can be deployed as a Dockerized application
in the benchmarking environment. It assumes well-defined input endpoints (i.e.,
sources) where the SUT ingests generated events, and an output endpoint (i.e.,
sink) where the SUT outputs its results. The sources of the SUT are connected
to SECBench’s data generator instances, while the SUT’s sink is connected to
the Latency Tracker. For latency computation, the SUT’s output must preserve
the event timestamp issued by the Data Generator, which enables event-time
latency computation at the sink. In order to integrate a new SUT, users provide
its Docker image, connect sources to the data generator and sink to the latency
tracker. Overall, users can deploy and benchmark different SPSs under identical
and reproducible conditions, while SECBench facilitates the deployment of the
system, runs experiments, and collects performance metrics.

4 Evaluation

In this section, we evaluate SECBench as a benchmarking framework. We first de-
fine the evaluation metrics supported by the framework (Sec. 4.1), then introduce
two real-world use cases to demonstrate the applicability of SECBench (Sec. 4.2
and Sec. 4.3), and finally discuss the overhead and limitations of SECBench (Sec. 4.4).

4.1 Evaluation Metrics

Benchmarking an SPS in the SEC continuum requires evaluation metrics that
both assess stream processing performance and capture the characteristics of the
distributed deployments. We use latency, throughput, and resource utilization,
and adapt them to account for distributed settings. These metrics, together,
provide a basis for evaluating SPS behavior operating across the SEC continuum.
In the following, we define these metrics in detail.

Latency. We use event-time latency in SECBench because it provides an end-
to-end, user-centric view that includes queuing and network delays, that reflects
realistic deployments [24,36]. In SEC environments, the source of data is often
not a single instance, but instead gathered from multiple devices in different
locations [56]. This can make it difficult to determine which data source becomes
the bottleneck, and increases the overall latency of events during analysis. To
overcome this, SECBench’s data generator tags each event with the identity of
its source. In this way, we can distinguish events based on their data source and
analyze the corresponding data paths through the SUT.

We formulate event-time latency as shown in Eq. (1). Let S = {s1,..., Sm}
denote a set of data sources, and let e; s, be an event i generated by the source
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55 € S. Then, teyent(€4,s;) Tepresents the event time of e; 5. Similarly, s, (es,s;)
is the time when the corresponding result of e; s, arrives at the sink. Therefore,
event-time latency is the time between the sink time (i.e., tsinr(eis,)) and the
event time (i.e., tcyent(€s,s;)). For deployments with multiple data sources, we
compute event-time latency for each output event and aggregate these results
across all the sources. We report average and percentile latencies for these aggre-
gated results and also provide a per-source breakdown for fine-grained analysis.

Levent(ei,Sj) = tsink(ei,Sj) - tevent(ei,Sj) (1)

Eq. (1) applies to operators that preserve one-to-one correspondence between
input and output events. However, many streaming workloads contain operators
that break this correspondence. For filtering operators, some input events do
not pass the filter and do not produce output events, so they have no sink
arrival timestamp. We exclude these filtered events from the calculation and
only calculate latency for the unfiltered results. In the case of stateful operators
such as windowed aggregations or joins, a single output event may originate from
multiple input events. In this case, we follow the approach proposed by Karimov
et al., and use the latest event time among these inputs as the reference point [30].
Eq. (2) formulates the latency calculation for stateful operators. From an output
event e, that resulted from a set of input events I(e,), the event time latency
is the elapsed time between its sink arrival time (¢sinx(€,)) and the latest event
time among the contributing input events (max.,ecs(e,) tevent (€i))-

Levent(eo) = Lsink (60) - _Iélla('X )tevent (61) (2)

Throughput. We use throughput to measure the processing capability of an SPS
under load, which is defined as the number of events processed by an SPS per
unit time, typically per second [59]. We measure throughput only in the range
where the SUT can keep up with the incoming data stream. As we increase the
input rate, the SUT eventually reaches a limit beyond which it cannot process
the incoming data stream without backpressure. Once the input rate exceeds
this limit, events accumulate in internal queues and the latency increases [37].
This limit is referred to as the sustainable throughput [11,30]. We calculate the
sustainable throughput of SUTs during our experiments and report it in the
results.

Resource Utilization. In the SEC continuum, heterogeneous nodes process
data under different hardware capacities and varying network conditions. As a
result, performance bottlenecks may arise at individual nodes and between links
connecting them. Since latency and throughput alone cannot reveal the causes of
such bottlenecks, we collect node-level resource utilization metrics on each node
for compute bottlenecks, as well as link-level network utilization on the links
between them. At the node-level, SECBench monitors CPU, main memory, and
storage utilization for each deployed node. CPU utilization helps to identify com-
pute saturation, main memory utilization indicates memory pressure that may
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lead to paging or garbage collection overhead, and storage utilization helps to
detect disk-related bottlenecks caused by buffering, spilling, or state persistence.
SECBench collects these metrics individually for each node, and reports both
per-node and aggregated statistics, such as the average and maximum among all
deployed nodes.

For communication bottlenecks, SECBench monitors network utilization on
each link between the deployed nodes. It measures the transmitted and received
bytes over a sampling interval and relates this traffic volume to the configured
link capacity. This metric shows how much of the available bandwidth is used
during the experiment. Values closer to 100% indicate a link saturation, which
can increase queuing delays and degrade end-to-end performance of the SUT.
SECBench computes network utilization for each link between deployed nodes
during the experiments and reports per-link, aggregate, and maximum-observed
utilization to identify communication bottlenecks in the deployed topology.

4.2 Use Case: Smart Water Metering

The first real-world use case that we include in SECBench is based on a
real LoRaWAN (Long Range Wide Area Network) deployment operated by
UNIDATA S.p.A. in Italy to exemplify stream processing in the SEC contin-
uum [18,21]. Their infrastructure comprises more than 4000 end devices and
140 gateways across the operator’s service area with a central network server
located in Rome. Water meters continuously generate live consumption readings
and transmit them via LoRaWAN to gateways, which forward the collected data
to the network server. Such data support applications such as dynamic resource
management and leakage detection. However, the large number of devices and
the continuous generation of sensor readings stress the limited network band-
width and the response-time requirements of the services. This use case addresses
these challenges by following a layered processing approach that spans edge and
cloud resources. Rather than forwarding all raw sensor readings directly to the
cloud, parts of the processing pipeline can be pushed closer to data sources. This
allows SPSs to exploit available resources across the deployment in accordance
with their optimization and placement strategies. As a result, SPSs can reduce
network load and response times, and enable privacy-preserving data processing
through local computations.

Dataset. The smart water metering dataset consists of time-series data collected
from sensors attached to water meters. Each record contains water-demand and
hydraulic-head measurements, together with spatial, temporal, and device-level
metadata. Our workload uses the event time, the gateway identifier, the mea-
sured demand value, and the node type. The attribute dateTime denotes the
time of a reading, while gateway_id identifies the gateway that forwards the
reading. The attribute demand_value represents the measured water demand at
a water-network node, and node_type indicates whether a water-network node



12 T. Tekdogan et al.

injects (value 1) or absorbs (value 0) water in the infrastructure. We make the
full schema available in our open-source repository [53].

Workload. The workload from the use case consists of two tasks: reducing re-
dundant readings and detecting potential leaks. The Listing 1.2 combines these
tasks and represents them as a query in CQL syntax [3]|. It filters the input
stream to retain only positive readings using demand_value, groups events into
30-second sliding windows with a 1-second slide, and computes aggregations on
gateway_id. The query uses node_type to separate water-injecting nodes from
water-absorbing nodes. Within each window, the query computes the total in-
jected and total absorbed demand and compares them. If these values differ,
then the query emits the result which indicates a potential leakage.

Listing 1.2: Smart Water Metering Query

SELECT gateway_id, total_injected, total_absorbed,
total_injected - total_absorbed AS leakage_gap
FROM (
SELECT gateway_id,
SUM(CASE WHEN node_type = 1 THEN demand_value ELSE 0 END) AS
total_injected,
SUM(CASE WHEN node_type = 0 THEN demand_value ELSE O END) AS
total_absorbed
FROM waterMeterReadings
WINDOW SLIDING (SIZE 30 SECONDS, SLIDE 1 SECOND)
WHERE demand_value > 0.0
GROUP BY gateway_id
)
WHERE total_injected <> total_absorbed

Hardware and Network Settings. The smart water metering use case forms a
LoRaWAN star-of-stars topology, with a single layer of end devices transmitting
readings to gateways, and one layer of gateways connected to the network server.
The links between end devices and gateways are wireless LoRaWAN connections,
which we model with 125 kHz channel bandwidth and 250 ms latency [21].
In contrast, the links between gateways and the network server are 100 Mbps
connections with latency of 10 ms. End devices are low-power meter devices
without enough computing capability, therefore we model them as data sources
in our benchmarking setup. Gateways form the first compute-capable layer and
have an edge resource profile with 8 CPU cores, 16 GB of RAM, and 1 TB of
storage. The central network server represents the cloud layer, which we model
with 16 CPU cores, 128 GB of RAM, and 4 TB of storage.

Experiment. We run an experiment using the smart water metering use case by
configuring SECBench’s environment characteristics based on the real deploy-
ment structure and the benchmark settings described above. In particular, we
use the smart water metering dataset, execute the query from the use case, and
parametrize the benchmarking environment with corresponding hardware and
network settings.

We evaluate NebulaStream as a SEC SUT, and Flink with Kafka as a cloud-
native SUT. For NebulaStream, we deploy its worker engines on all the deployed
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gateway and cloud nodes. Based on its optimization and placement strategy,
NebulaStream can distribute the computation across these layers of the SEC
continuum. For Flink, we deploy Kafka on gateway nodes to ingest and de-
liver input data to the cloud node, where we deploy Flink to process data. The
goal of the experiment is not to compare or rank the systems, but to show
how SECBench helps to investigate the performance effects caused by differ-
ent processing models under the same workload and environment conditions.
We run each experiment for 2 minutes and repeat it three times for each SUT.
SECBench collects the evaluation metrics introduced in Sec. 4.1, i.e., latency,
throughput, and resource utilization. We run the SUTs on a server with two
64-core AMD EPYC 7742 CPUs, 2 TiB memory, and 24 TB of storage. We
additionally monitor the host-level utilization during the experiments to verify
that the underlying host does not constrain the emulated environment.

Latency Analysis. Left-hand side of the Fig. 3 presents latency plots for Neb-
ulaStream and Flink+Kafka. For each SUT, we show the aggregated 99th per-
centile latency (P99), and event-time latencies for results associated with indi-
vidual gateways. We present three representative gateways: Gateway-1 (GW-
avg) has a latency close to the average, Gateway-104 (GW-min) has the overall
minimum latency, and Gateway-6 (GW-max) exhibits the maximum observed la-
tency during the experiments. Distinguishing latency results by gateway enables
a more fine-grained analysis of the sources contributing to the overall latency.
As shown in the figure, for both SUTs, GW-max has overlapping latency with
the aggregated P99 latency, indicating that GW-max constitutes the bottleneck.
We also show the minimum achievable latency as a lower bound in the figure,
represented by a dotted horizontal gray line (260 ms), which corresponds to
the network delay from end-devices to the cloud. SECBench reveals that, in
Flink+Kafka, the latency curves from individual gateways exhibit similar fluc-
tuations throughout the experiment. When the latency of GW-max increases,
this increase propagates to results from other gateways, because Kafka sends all
raw data to Flink in the cloud for processing. SECBench also reveals that this
effect is much less pronounced in NebulaStream. Since NebulaStream performs
computation at the gateway level and forwards only the resulting outputs to the
cloud node, a latency increase at one gateway has only a limited impact on the
performance of other gateways.

Resource Utilization Analysis. To further investigate the cause of the bottle-
neck, we present the resource utilization measurements. The right-hand side of
the Fig. 3 shows the utilization of the nodes involved in the bottleneck path,
i.e., GW-max and cloud nodes. In the upper part of the figure, we show a cloud
node and a gateway node (GW-max), both of which run NebulaStream workers.
In the lower part, we present the corresponding setup for Flink+Kafka, where
Flink runs on the cloud node, and Kafka runs on the GW-max. For each setup,
we report CPU, main memory, and storage utilization on the two nodes, as well
as network utilization on the link between them.

SECBench reveals that NebulaStream actively uses the gateway node’s re-
sources by pushing computation to GW-max and forwarding only the results
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Fig. 3: Latency and resource utilization results of the experiment

to the cloud. While this approach prevents network saturation, it increases the
CPU and memory utilization at the gateway because the query must retain state
for a large number of events. In contrast, Kafka forwards all raw input data from
GW-max to the cloud node for processing with Flink. As a result, Flink+Kafka
saturates the network link between the gateway and the cloud, which increases
the overall latency. We also observe increases in storage utilization at the Kafka
gateway node during the periods of network saturation, which is because the
Kafka buffers events when the link cannot transmit data at the incoming rate.
Furthermore, during the experiments, the host CPU utilization remained below
75%, memory consumption remained below 600 GB of the available 2 TB, and
no swapping occurred.

Throughput Analysis. We evaluate throughput in a separate experiment, since
replaying the smart water metering dataset at its original pace does not create
backpressure on the SUTSs to measure the sustainable throughput. For each SUT,
we increase the input rate until the SUT reaches the highest load that it can sus-
tain without a persistent increase in the latency [30]. In this experimental setup,
SECBench identifies sustainable throughput values of 2.3 M events/s for the
SEC deployment with NebulaStream, and 1.2 M events/s for the cloud-native
deployment with Flink-+Kafka. These results illustrate how SECBench can quan-
tify the sustainable throughput of different processing models under the same
workload and environment configurations.

4.3 Use Case II: Traffic Congestion Detection

The second use case we include in SECBench is traffic congestion detec-
tion [35], a multimedia use case that processes video streams. In this use case,
roadside cameras continuously produce video streams at geographically dis-
tributed locations and are connected to a central traffic management center
of the New Jersey Department of Transportation (NJDOT) [39]. The objective
of the use case is to detect congested road segments in near real time by ana-
lyzing video data from cameras. Since this requires processing large volumes of
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continuous data under latency and bandwidth constraints, the use case adopts
distributed stream processing across the SEC continuum. Based on the capabil-
ities and operator placement strategies of the SUT, processing can take place at
the edge, in the cloud, or across both. Processing data closer to the sources and
detecting congestion earlier supports timely traffic management decisions and
helps to reduce delays in affected areas.

Dataset. We use the UA-Detrac dataset and combine it with the real-world
scenario described above under the traffic congestion detection use case [58].
The dataset consists of traffic videos recorded at 25 frames per second with a
frame resolution of 960x540 pixels, stored as JPEG images. Although the frame
rate and resolution from cameras are uniform across the dataset, the byte size of
individual frames may vary from 45 to 140 KB per frame between cameras due
to differences in image content and JPEG compression. The videos capture real
traffic scenarios from 24 different locations, including highways, traffic crossings,
and T-junctions. In our setting, each video sequence from a different camera is
replayed by SECBench’s data generator as a camera stream in the benchmarking
environment.

‘Workload. The use case workload detects traffic congestion by running an ML
inference model on continuous and distributed video stream data. The pretrained
ML model CAR_DETECT processes each incoming frame and outputs a list of
detected cars by assigning each detected event a unique identifier. Based on
this, the query aggregates the number of detected cars over 30-second windows
and groups them by camera_id. If the result of this aggregation exceeds 20,
it indicates traffic congestion, and the query returns the result. The listing 1.3
shows the corresponding query in CQL syntax [3].

Listing 1.3: Traffic Congestion Detection Query

SELECT

camera_id,

COUNT (DISTINCT track_id) AS vehicle_count
FROM CAR_DETECT (raw_frames)
WINDOW SLIDING (SIZE 30 SECONDS, SLIDE 1 SECOND)
GROUP BY camera_id
HAVING

COUNT (DISTINCT track_id) > 20

Hardware and Network Settings. The use case has a three-tier camera-edge-
cloud topology, in which each camera is associated with a co-located edge server,
and the edge servers are connected to a central traffic management system. Edge
servers are cloudlet-class devices equivalent to an Intel NUC 7i7BNH with a 2-
core CPU, 16 GB of RAM, and 1 TB of storage [35]. They are connected to
the central traffic management system, which hosts substantially more powerful
servers. These servers comprise two servers with 10-core E5-2630 v4 CPUs and
two servers with 8-core E5-2620 v4 CPUs, and we model each with 64 GB of
RAM [35]. We model the backhaul between the edge tier and the traffic man-
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agement system with a bandwidth of 100 Mbps and an average network latency
of 43 ms.

Experiment. We run the experiment using the traffic congestion detection use
case by configuring SECBench according to the specification that we outlined
above. We follow the same experimental methodology as in Use Case I (Sec-
tion 4.2). Thus, we again evaluate NebulaStream as an SEC SUT, and Flink
with Kafka as a cloud-native SUT. In contrast to the first use case, the input
events in this workload are video frames, which constitute a substantially larger
event size. We additionally vary the frame rates of the individual camera streams
to evaluate how the SUTs behave under different source rates.

Latency Analysis. We show the latency results in Fig. 4. CAM-avg represents
the original frame rate from the dataset (25 FPS), CAM-min represents the
lowest (5 FPS), and CAM-max represents the highest (60 FPS) frame rate. This
per-camera breakdown enables us to show how different cameras with varying
frame rates contribute to the end-to-end performance of the SUT.

For NebulaStream, the three camera streams exhibit relatively small dif-
ferences in latency. This limited impact can be attributed to the distributed
processing at the edge nodes. Each camera is associated with a dedicated edge
server, which processes its input stream independently and has sufficient com-
pute capacity. Therefore, the additional load introduced by a camera with a
higher rate remains localized to its corresponding edge server and has only a
limited effect on the end-to-end latency of the SUT.

The effect of high-rate cameras is more visible for Flink+Kafka. Since all
camera streams are forwarded to the cloud and processed by the same centralized
Flink deployment, changes in the load can affect the latency of all the camera
streams. SECBench also shows that the aggregated latency follows the latency
associated with CAM-max. This indicates that the highest-rate camera stream
dominates the overall latency in both SUT deployments.

Resource Utilization Analysis. We further investigate the cause of the perfor-
mance degradation by analyzing the resource utilization results collected by SECBench.
For each SUT, we show the utilization of one representative edge node associ-
ated with CAM-max and the cloud node, as well as the network utilization of the
link connecting them. Fig. 4 shows the latency and resource utilization results
for the experiment. Overall, the results highlight the importance of operator
placement for multimedia workloads in the SEC continuum. In particular, since
NebulaStream places its ML inference operator on edge nodes, we observe higher
utilization of the edge node associated with CAM-max, and only the computed
results are sent to the cloud node. In contrast, the Flink-+Kafka deployment
shows that more computing and memory resources are utilized on the cloud
node because both the ML inference and window aggregation from every cam-
era are executed centrally. However, the network is not the main bottleneck in
this use case, as the transmitted camera streams do not saturate the available
network bandwidth. SECBench reveals that the performance degradation in this
use case stems from the shared computing resources of the centralized processing
rather than the network saturation. We also observe increased storage utilization
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Fig. 4: Latency and resource utilization in the experiment for the traffic conges-
tion detection use case.

on the Kafka edge nodes, indicating that events accumulate in the broker when
Flink cannot consume them at the incoming rate. These periods coincide with
higher event-time latency, as an accumulating backlog in Kafka contributes to
additional queuing delay.

Throughput Analysis. In a separate experiment, we increase the camera frame
rate to measure the sustainable throughput of the SUTs. SECBench identifies
that NebulaStream reaches up to 3.7 K events/s, whereas Flink+Kafka achieves
620 events/s. These numbers are lower than the throughput values from the first
use case. The lower throughput is due to the larger event size and the compute-
intensive ML inference performance for each event, both of which increase the
processing cost, per event.

4.4 Validation Experiment and Limitations

In this subsection, we validate SECBench by comparing a bare-metal setup with
a corresponding environment deployed by SECBench. We then discuss the limi-
tations of SECBench for benchmarking SPSs in distributed deployments.

Validation Experiment. We conduct a validation experiment by comparing an
emulated setup deployed by SECBench with a bare-metal setup that replicates
the same environment. The objective is to assess how closely SECBench repro-
duces the performance behavior of a real deployment and to quantify the over-
head introduced by the emulated environment. To this end, we build a physical
testbed comprising two Raspberry Pi devices, one desktop computer, and one
rack-mounted server, which together form a minimal SEC continuum setup. The
Raspberry Pis are connected to the desktop computer via Ethernet cables, and
the desktop computer is connected to the server via a Gigabit Ethernet link. We
use the dataset and query from smart water metering use case (see Sec. 4.2) as a
representative workload for this setup. SECBench reproduces this environment
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by configuring the same hardware capacities and network characteristics in the
emulated deployment. In both setups, the data generator of SECBench runs on a
separate machine and sends input events to the Raspberry Pi devices, which act
as SUT’s data sources. Similarly, we deploy the latency tracker of SECBench on
the same external machine, which receives the output events from the server
node, i.e., the SUT sink. This design ensures that data generation and latency
measurement remain outside of the SUT, and do not interfere with its execution.

We evaluate NebulaStream as a SEC SUT and Flink+Kafka as a cloud-native
SUT. For each SUT, we ensure the same operator placement, and use the same
dataset and query in both the bare-metal testbed and in the corresponding
environment deployed by SECBench. Fig. 5 shows the latency results of the
experiment. Performance results in emulated environments closely follow the
bare-metal setup, with a relative latency deviations of up to 4% for Flink-+Kafka
and 7% for NebulaStream. This overhead comes from virtual networking and
containerization, which slightly increases the end-to-end latency compared to
bare-metal setup. We note that this validation covers the scale of physical testbed
and does not assess the accuracy of SECBench at larger deployment scales.

Limitations. Even though SECBench enables reproducible benchmarking across
the SEC continuum, it has some limitations. First, it emulates the target scale-
out environment on a single scale-up machine. This requires reproducing the
properties of a distributed target environment on a host with sufficient com-
pute, memory, and storage resources to accommodate all the emulated nodes.
Therefore, the size of the emulated environment is limited by the capacity of a
single host system.

Furthermore, although the emulation allows configuring the deployed nodes
for CPU cores, main memory, and storage, it does not reproduce the architectural
differences of physical devices. For example, the Raspberry Pi nodes in our bare-
metal setup have ARMv8 CPUs, but the corresponding emulated nodes run
on x86-64 host architecture. Thus, the emulated nodes inherit the execution
characteristics of the host machine. However, the small latency difference in
Fig. 5 indicates that this difference does not dominate the performance results.
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5 Related Work

Building on the benchmark taxonomy of Yue et al. [59], we categorize related
work on SPS benchmarking into (i) benchmark specifications and suites, (i) system-
level evaluations, and (7i) benchmarking tools and frameworks.

Benchmark specifications and suites. These works define workloads, data
generators, and metrics for evaluating SPSs, but do not model the deployment
environment as a configurable property. Linear Road Benchmark [4] models an
urban tolling scenario with continuous and historical queries. NEXMark [54]
adapts the XMark benchmark to an auction-based application by providing a
data generator and a set of benchmark queries. HiBench [28] and BigBench [19]
include streaming queries as part of their broader focus on batch, analytical, and
large-scale data processing. The Yahoo Streaming Benchmark (YSB) [10] models
an advertisement analytics pipeline, and RIoTBench [49] focuses on IoT stream
processing and provides a collection of IoT-oriented applications. TPCx-IoT [41]
offers a standardized benchmark for IoT gateway systems, with an emphasis
on ingestion throughput and price-performance. Theodolite [22] evaluates the
scalability of cloud-native stream processing applications, and SProBench [32]
targets Slurm-based HPC infrastructures.

System-level evaluations. Several studies use workloads to evaluate SPSs un-
der different metrics and execution settings. Karimov et al. [30] emphasize sus-
tainable throughput and the distinction between processing-time and event-time
latency. Other studies evaluate SPSs in more specialized contexts, such as smart
city IoT workloads [38], real-time IoT applications [37], advertisement analyt-
ics [47], abstraction layers for stream processing [25|, hardware-aware stream
processing [61], and large-scale data shuffling [23]. These studies mainly eval-
uate SPSs in predefined or centrally managed environments, and do not focus
on constructing configurable SEC environments with heterogeneous devices and
network links.

Benchmarking frameworks and tools. These works provide configurable ex-
ecution environments and generate benchmarks. SPBench [17] supports the cre-
ation of SPS benchmarks with APIs and CLI tooling. PGVal [52] evaluates pro-
cessing guarantees and fault-tolerance behavior. PDSPBench [1] targets parallel
and distributed stream processing and evaluates how operator parallelism and
resource configurations influence the performance on heterogeneous hardware. It
is the closest to our work since it also treats heterogeneity as an important factor
in SPS benchmarking. However, PDSPBench focuses on parallel dataflows over
heterogeneous cluster resources. In contrast, SECBench treats sensor, edge, and
cloud resources as configurable resources of the SUT deployment. It combines
configurable SEC environments with workload generation, benchmark execution,
and performance measurement. This enables reproducible comparisons between
cloud-only and SEC processing models.
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6 Conclusion

In this paper, we presented SECBench, an end-to-end benchmarking framework
for evaluating SPSs in the SEC continuum. Existing benchmarks provide limited
support for deployment environments that involve heterogeneous devices and
network links, and geographically distributed data sources. SECBench addresses
this gap by modeling hardware heterogeneity and network topology as config-
urable environment characteristics and using them to construct reproducible,
container-based benchmark environments. It combines these environments with
high-rate and parallel data generation, end-to-end latency tracking, and moni-
toring of resource utilization across deployed nodes and network links. By co-
ordinating the environment setup, workload generation, SUT execution, and
measurement, SECBench provides an end-to-end flow for benchmarking SPSs in
the SEC continuum.

We demonstrated the applicability of SECBench with two real-world use
cases with representative workload and deployment characteristics. The smart
water metering use case shows how SECBench can identify bottlenecks that
emerge from constrained network bandwidths and different processing models.
The traffic congestion detection use case demonstrates how SECBench reveals
compute bottlenecks caused by central processing, even when the network is not
the primary limitation. The results highlight that the performance of SPSs in
the SEC depends on the system, workload, operator placement and the char-
acteristics of the underlying environment. We also validated SECBench against
a corresponding bare-metal setup. The results show that the emulated envi-
ronment of the SECBench captures the performance behavior of the evaluated
SPSs, while introducing only a small latency overhead due to containerization
and virtual networking. Future work will focus on extending SECBench towards
multi-host emulation and richer hardware models. Overall, SECBench provides
a reproducible foundation for studying how characteristics of SEC deployments
affect SPS performance, and for comparing cloud-native and SEC processing
models under realistic conditions.
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